
Bityr: A Pluggable Framework for Learning Types from Binaries

Abstract—We propose Bityr, a framework for inferring fine-
grained type information from binaries. Bityr aims to be usable
for security analysts by employing a machine learning based
approach. To support different architectures and compiler op-
timizations in a general and precise manner, Bityr leverages
an architecture-agnostic data-flow analysis to extract a graph-
based intra-procedural representation of data-flow information.
To scale to large binaries and cope with missing inter-procedural
information, Bityr encodes the representation using a graph
neural network model which is resource-efficient and capable
of incorporating feedback in the form of type hints. We have
implemented Bityr atop the ANGR framework which targets VEX
IR. On a suite of 33 open-source software projects compiled
for x64, x86, ARM, and MIPS architectures with different
optimization levels, Bityr achieves accuracy of 77%, 77%, 66%,
and 61% respectively. Moreover, accuracy progressively increases
even further as type hints are provided.

I. INTRODUCTION

Binary type inference is one of the core computational
challenges in binary analysis. It concerns identifying the data
types of registers and memory values in a stripped executable
(or object file). The resulting information is useful in recon-
structing source-level abstractions that greatly benefit many
applications such as reverse engineering, malware analysis,
vulnerability detection [12], patching, re-hosting, and other
security-critical applications [10, 21, 47]. However, automated
and precise binary type inference is a hard problem [32, 66]
due to the lack of high-level abstractions and the rich variety
and sophistication of compiler optimizations, hardware archi-
tectures, and adversarial obfuscation methods [54].

A predominant use-case of type information, and even more
so for binaries, is program understanding. Many important
security applications are necessarily interactive [55, 57]. For
instance, a reverse engineer or security analyst uses an inter-
active decompilation tool such as IDA [3] or GHIDRA [2]
to decipher semantic information from binaries (e.g., types
of certain variables). These tools may not infer all the re-
quired information since the general problem is intractable.
Consequently, the analyst uses the tool’s information and their
expertise to assist (e.g., provide the type of a variable) or
correct (e.g., change the type of a variable) the tool’s output.
The tool uses the newly provided information to refine and
improve the results. This process of interaction continues until
the analyst is satisfied with the understanding gained from the
semantic information.

In this work, we aim to develop a pluggable framework
for binary type inference—i.e., a framework that is usable in
an interactive manner by security analysts. We identify four
key criteria that such a framework must satisfy in order to be
effective in practice:
• Accurate. It should have reasonably high prediction accu-

racy, especially for entities that are relevant to the analyst,

e.g., types of source-level variables instead of compiler-
introduced temporaries.

• Adaptive to Feedback. It should be able to adapt to type
information provided by the analyst or other tools. This is
important to ensure that it is usable in interactive settings.

• Architecture-Agnostic. It should be architecture-agnostic in
order to support different prevalent architectures as well as
ease of extending to new ones.

• Resource-Efficient. It should be usable on regular machines
without requiring special hardware, e.g., abundant memory,
powerful GPUs, or cloud resources. Furthermore, it should
scale well with the input binary size in both time and
memory to support interactivity and responsiveness.
As shown in Table I, there is significant room for improving

upon state-of-the-art binary type inference techniques in terms
of the above criteria. Techniques based on constraint solving
such as TIE [37] and RETYPD [43] yield sound and reason-
ably accurate types. These techniques can be easily modified
by adding new constraint rules to adapt to feedback [40].
However, constraint solving techniques are not architecture-
agnostic since the constraint generation phase is architecture-
dependent. Furthermore, the scalability of these techniques
is limited by the constraint solving phase, and consequently,
inference fails for any reasonably sized real-world binary [10].

Popular interactive decompilation tools such as IDA [3]
and GHIDRA [2] commonly employ heuristic-based typing
methods and have low accuracy. The heuristics are necessarily
architecture-dependent and identifying these type heuristics for
a new architecture requires considerable effort [30] and thus
cannot be easily extended to a new architecture.

Recent tools such as DEBIN [33], STATEFORMER [45],
and TYPEMINER [39] employ machine learning techniques
for type inference. These techniques have improved accuracy
and do not rely on constraint solving nor heuristics. However,
they perform type inference in a batch mode, making them
harder to adapt to feedback and hindering their applicability
in interactive settings. Furthermore, these techniques require
non-trivial customization and substantial new training data to
extend to a new architecture. For instance, STATEFORMER
uses over 600 unique tokens to encode the instruction set of
its supported architectures.

In this paper, we present Bityr, a learning-based binary type
inference framework that satisfies all of the above criteria.
Bityr targets VEX IR [42], a uniform high-level representation
that abstracts away different machine architectures. On one
hand, this representation enables Bityr to be architecture-
agnostic and easy to extend to new architectures [1, 6, 34].
At the same time, the representation is suitable for data-flow
analysis, allowing Bityr to extract data-flow information which
is highly relevant for type inference.



TABLE I: Comparison of Bityr to existing approaches. For each criterion, we indicate whether the system fully (3), partially
(m), or does not (7) satisfy it.

System Technique Accurate Adaptive to
Feedback

Resource
Efficient

Architecture
Independent

TIE [37] Constraint Solving 3 m 7 7
RETYPD [43] 3 m 7 7

IDA [3] Heuristics 7 3 3 7
GHIDRA [2] 7 3 3 7

DEBIN [33] Probabilistic
Graphical Models 3 7 3 m

STATEFORMER [45] Pretrained models
and Transformers 3 7 m m

TYPEMINER [39] Random Forest and
Support Vector Machine 3 7 3 m

Bityr Data-Flow Analysis and
Graph Neural Networks 3 3 3 3

To strike a balance between scalability and accuracy, Bityr
employs a novel graph-based intra-procedural representation
of the data-flow information. Since the representation is
constructed on a per-function basis, Bityr scales to large
real-world binaries. At the same time, this representation is
acceptable input to Graph Neural Networks (GNNs) [50], a
deep neural network model that is well-suited for predicting
rich properties of graph-structured data [60]. In our setting,
the graphs encode data-flow information obtained by a light-
weight analysis over VEX IR, and the properties concern type
information of registers and memory values.

GNNs have been used for many program understanding
tasks such as identifying variable misuses in C# programs [5],
localizing and repairing bugs in JavaScript programs [20],
predicting types in Python programs [4], and detecting code
clones in cross-platform binaries [61]. To our knowledge, our
work is the first to demonstrate the effective application of
GNNs to the problem of binary type inference. In particular,
we demonstrate that they can adequately cope with missing
inter-procedural information, thereby allowing the data-flow
analysis to scale. They can also seamlessly incorporate type
hints, rendering Bityr usable in interactive settings. Finally,
they enable Bityr to be resource-efficient, both during offline
training and online inference.

We have implemented Bityr atop the ANGR binary analysis
framework [54] and evaluate it on a suite of 33 open-source
software projects compiled for x64, x86, ARM, and MIPS
architectures with different optimization levels. Bityr achieves
accuracy of 77%, 77%, 66%, and 61% respectively. Moreover,
the accuracy increases even further progressively as type hints
are provided. We also observe that Bityr does not require
intensive system resources and runs in time almost linear to
program size in batch mode.

In summary, this work makes the following contributions:
• We present Bityr, an architecture-agnostic framework for bi-

nary type inference that is capable of incorporating feedback
in the form of type hints.

• We propose a novel graph-based representation of data-flow
information that enables to synergistically combine a data-

flow analysis and a graph neural network model to balance
scalability and accuracy.

• We have implemented Bityr as a framework that can be
readily integrated into interactive environments and easily
extended to newer architectures.

• We demonstrate the effectiveness of Bityr by extensively
evaluating it on a large corpus of binaries using different
architectures and compiler optimizations.

• We have made the source code of Bityr publicly available
at https://github.com/bityr-sp22/bityr-sp22.

II. OVERVIEW

In this section, we set out by presenting the binary type
inference problem. We then provide an overview of Bityr’s
architecture, highlighting key design choices that enable it to
achieve the aforementioned criteria.

A. Binary Type Inference

We consider the problem of mapping binary-level variables
to source-level types. Specifically, we focus on local variables
in functions, which are crucial for understanding the behavior
and intent of the function—and are thus of interest to a
reverse engineer. We illustrate our objective with an example
in Figure 1, which shows a C function and its x64 binary
compiled with GCC using optimization level O0. In practice,
only the binary is available, but inferring types for data that
directly correspond to source-level variables is helpful for
understanding the intent of the function, and perhaps even
extracting a faithful decompilation. At the binary level, local
variables are typically stored at stack offsets. For instance, the
stack offset -0x30(%rbp) corresponds to name_len and
-0x30(%rbp) corresponds to file_name.

Our goal is to predict fine-grained type information in the
form of C types such as int32, uint64, struct*, and
char**, which are familiar to users with experience in pop-
ular tools for interactively reverse-engineering binaries such
as IDA and GHIDRA. In particular, we treat type inference
as a classification problem, meaning that the variety of types
we can predict is finite. While C types may be arbitrarily

https://github.com/bityr-sp22/bityr-sp22


int file_has_ext(char* file_name, char* file_ext) {
char* ext = file_ext;
if (*file_name) {
while (*ext) {
int name_len = strlen(file_name);
int ext_len = strlen(ext);
if (name_len >= ext_len) {
char* a = file_name + name_len - ext_len;
char* b = ext;
while (*a && toupper(*a++) == toupper(*b++));
if (!*a) return 1;

}
ext += ext_len + 1;

}
}
return 0;

}

...
53: mov -0x30(%rbp),%eax
56: movslq %eax,%rdx
59: mov -0x2c(%rbp),%eax
5c: cltq
5e: sub %rax,%rdx
61: mov -0x38(%rbp),%rax
65: add %rdx,%rax
68: mov %rax,-0x20(%rbp)
6c: mov -0x28(%rbp),%rax
70: mov %rax,-0x18(%rbp)
74: nop
...

-0x18 (%rbp): char*
-0x20 (%rbp): char*
-0x28 (%rbp): char*
-0x2c (%rbp): int32
-0x30 (%rbp): int32
-0x38 (%rbp): char*
-0x40 (%rbp): char*

Fig. 1: (Left) A C function that checks file extensions. (Middle) The compiled x64 binary. (Right) Type predictions for variables
at the corresponding stack offsets.

complicated, we found that our finite subset is still sufficiently
expressive to cover nearly all cases that arise in practice.
We describe our type system in more detail in Section III-C
and document the frequency of types within our dataset
in Section IV.

B. Architecture of Bityr

We next provide an overview of Bityr’s pipeline, which is
shown in Figure 2. We motivate the design decisions for each
part of the pipeline, and illustrate how they work together to
yield an effective framework for binary type inference.

Although the example binary discussed above for Figure 1
is x64, a key goal of Bityr is architecture independence over
the input binary: Bityr should not only support a wide range
of architectures, but also be easily extensible to new ones. To
achieve this objective, Bityr targets VEX IR [42], which is an
architecture-agnostic representation for a number of different
target machine languages. Moreover, VEX IR is designed to
make program analysis easier, which enables us to leverage
off-the-shelf program analysis tools. In particular, Bityr builds
upon the ANGR binary analysis framework [54] to obtain data-
flow information, as described in Section III.

Data-flow information is highly relevant for type infer-
ence. This is evident in traditional constraint-based techniques
wherein the typing constraints essentially encode such infor-
mation [10, 37, 43]. However, these methods are often limited
by the constraint-solving step, which prevents them from
effectively scaling to large binary applications. An attractive
work-around is to employ machine learning. Although binaries
lack sophisticated abstractions, they are in fact rich in patterns
and conventions, making them amenable to statistical data-
driven methods. Bityr thereby uses a model to learn the
data-flow patterns in binaries and output typing predictions
accordingly.

In order to integrate both classical data-flow analysis and
modern machine learning, we must design a representation for
typing information that is simultaneously easy to extract while
being suitable for machine learning. Our key insight is to de-
sign a graph-based intra-procedural representation of data-flow
information. First, constraint-encoded data-flow information is

also naturally modeled through graphs, and in fact light-weight
data-flow graphs are easy and efficient to acquire using ANGR.
Moreover, modern graph neural networks (GNNs) are re-
markably well-suited to learning and approximating the latent
semantics of graph-structured data. This motivates the central
data structure of Bityr, which is an efficiently constructed and
information-rich graph that explicitly marks the derivation, us-
age, and location of data-flow throughout program execution.
In short, we use ANGR to generate function-level data-flow
graphs that are fed to a graph neural network. The graph neural
network then generates a continuous embedding of the data-
flow graphs that approximate the underlying typing semantics.

Type inference is then cast as a classification problem [48],
in which we output from a range of finite C-level types.
Although the possible types are in principle arbitrarily many,
we observe that selecting a much smaller range of commonly
seen types already encompasses a large portion of those that
exist in the wild. Therefore, rather than incorporating the full
complexity of structured prediction, the formulation of type
inference as a classification problem suffices for binaries.

Bityr’s output is a mapping of binary-level variables to their
respective C-level types. This is easily interpretable as this
closely matches the type systems of popular tools like IDA
and GHIDRA, and is therefore also in a format that is easy to
integrate with existing analysis loops. Furthermore, feedback
in the form of type hints, provided by the user or another
tool, can be used to refine and improve typing prediction:
if a variable type is known, this amounts to simple feature
engineering in the graph neural network.

III. METHODOLOGY

In this section we give a technical presentation of Bityr’s
approach to binary type inference as a machine learning
problem. We first present our choice to target VEX IR in
order to achieve architecture independence. Next, we describe
our light-weight data-flow analysis procedure for generating
information-rich data-flow graphs. Then, we present the design
and rationale of our graph neural network architecture, as
well as the distributed, vectorized embedding that it outputs.
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Fig. 2: Bityr’s pipeline. Binaries are first converted to VEX IR followed by data-flow analysis to yield a data-flow graph for
each function. Each such graph is then passed to a graph neural network which yields a continuous representation that aims to
capture the semantic information for its function. This representation is then used to predict a type for each variable present.

Finally, we show how Bityr treats type inference as a classi-
fication problem.

A. The VEX IR

x86

x64

MIPS

5e: sub %rax, %rdx
61: mov -0x38(%rbp), %rax
65: add %rdx, %rax
68: mov %rax, -0x20(%rbp)

PPC, STM32, etc.

...
------ IMark(0x5e, 3, 0) ------
t2 = Sub64(t21, t28)
PUT(rdx) = t2
PUT(rip) = 0x0061
------ IMark(0x61, 4, 0) ------ 
t31 = Add64(t18, 0xffffffffffffffc8) 
t33 = LDle:I64(t31)
------ IMark(0x65, 3, 0) ------
t6 = Add64(t33, t2)
PUT(rip) = 0x0068
------ IMark(0x68, 4, 0) ------ 
t34 = Add64(t18, 0xffffffffffffffe0) 
STle(t34) = t6
PUT(rip) = 0x00006c
...

Binary 
(under different architectures) VEX IR

Fig. 3: Binary to VEX IR conversion for lines 0x5e - 0x68
of Figure 1. Note that all architecture-specific side effects (e.g.,
changing rip in x64) are explicitly encoded in VEX IR.

Bityr first converts its input binaries into VEX IR via the
ANGR binary analysis framework [54]. By targeting an IR
rather than a specific architecture, Bityr accepts binaries that
target a wide range of hosts. In particular, we chose the
VEX IR because it backs a wide array of architectures, is
designed with program analysis in mind, and has existing
tooling support [1, 36].

As an example of this binary-to-VEX conversion, Figure 3
shows how a few lines of x64 binary are converted into their
corresponding VEX snippet. VEX is a minimalistic IR in
which the core semantics center around register, memory, and
temporary variable read-writes. Temporary variables (t2, t6,
etc) are indexed by non-negative integers and are a VEX-
specific convention to enforce that valid VEX programs must
be in static-single assignment form [17], which is a significant
simplifying assumption for many program analysis techniques.
Additionally, VEX encodes for operations such as 32-bit

arithmetic, bit-wise logic, and floating-point arithmetic, whose
semantics are appropriately implemented in ANGR.

B. Data-Flow Analysis
In this part we present how Bityr uses data-flow analysis

to yield graphs that capture the relevant information for type
inference. As an example, consider the function foo and
its control-flow graph shown in Figure 4. Depending on the
parameter a, either path P1 or P2 will be taken, which will
appropriately modify the values of the two local stack variables
b and p.

int foo(int a) {
int b = 0x123;
int *p = 0;
if (a != 0) {

p = &a;
} else {
b = 0x234;
p = &b;

}
}

 int b = 0x123;
 int *p = 0;
 if (a != 0)

p = &a;
 b = 0x234;
 p = &b;

Path P2Path P1

BB1

BB2 BB3

Fig. 4: Example for illustrating our data-flow analysis. (Left) A
simple function with two possible paths. (Right) The control-
flow graph of the function.

Our objective is to infer the types of b and p, and to do this
we aim to generate information-rich data-flow graphs such as
those in Figure 5. These graphs are intended to convey how
variables derive and use data during execution, and aim to
capture sufficient information for a GNN to perform accurate
type inference. The choice to target data-flow information is
not arbitrary, and is in fact inspired by classical constraint-
based type inference schemes, wherein constraints effectively
encode these data-flow properties. As a high-level overview,
our strategy for data-flow analysis is two-part, as follows:

1. Perform program execution along different non-cyclic
paths in the function’s control-flow graph to generate
a data-flow graph for each variable along each path.
Function calls are skipped by zeroing the return register.
Each path is then associated with a collection of variable-
level data-flow graphs (Figure 5, left).
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Fig. 5: Data-flow graphs for the function foo in Figure 4. (Left-Top) variable-level data-flow graphs for b and p along P1.
(Left-Bottom) variable-level data-flow graphs for b and p along P2. Note that because b was over-written, it has the value
0x234 rather than 0x123. (Right) aggregation of all data-flow graphs. Above is a simplified view; data-flow graphs track the
operands, operators, bitsizes, and locations of data derivation and usage.

2. Aggregate the variable-level data-flow graphs of each
path together into one big function-level data-flow graph
(Figure 5, right). This in turn is passed to the graph neural
network stage of Bityr’s pipeline.

In the remainder of this part, we first discuss the relevant
details and features of program execution in ANGR. Then, we
show how these features are used over a single function in
order to derive a state cache. Finally, we show how this state
cache is used to extract variable-level data-flow graphs at the
final state of each path, which are then aggregated into a single
function-level data-flow graph.

1) Program Execution in ANGR: Because we use ANGR’s
execution engine to track data-flow facts, it is important
to understand some of its core mechanics. First, ANGR’s
execution engine works at the granularity of bitvectors, and has
the ability to track bitvector expressions throughout program
execution. Execution centers around modifying a state, which
maps locations to bitvector expressions, or more formally:

state : loc → bvexpr , loc := reg | bvexpr

where loc may be a register (e.g. rax, rbx) or a bitvector
expression for an address (e.g. rbp - 0x20).

As a concrete example, we consider executing a se-
quence of VEX instructions corresponding to the x64 assem-
bly add %rax, -0x20(%rbp), with the execution trace
shown in Figure 6.

We assume that the initial state st0 has registers rbp and
rax registers containing the bitvectors w and y, respectively.

VEX IR Statement State Properties
st0[rbp] == w

st0 st0[rax] == y

t0 = Get(rbp) st1 t0 == w

t1 = Sub64(t0, 0x20) st2 t1 == w - 0x20

t2 = Load32(t1) st3 t2 == st2[w - 0x20]

t3 = Get(rax) st4 t3 == y

t4 = Add64(t2, t3) st5 t4 == st2[w - 0x20] + y

Store(t1) = t4 st6 st6[w - 0x20]

== st2[w - 0x20] + y

Fig. 6: An example of execution in ANGR. Temporary variables
are given by t0, t1, etc. and are in SSA form. (Left) The VEX
instructions corresponding to add %rax, -0x20(%rbp).
(Middle) The states induced by each successive instruction,
i.e. st4 == st3.step(t3 = Get(rax)). (Right) The
relevant properties of each state.

Executing this sequence of instructions ultimately stores a
bitvector expression st2[w - 0x20] + y at the memory
address w - 0x20, which is itself a bitvector expression.

Bitvector expressions are useful because their syntactic
structure documents the derivation process of the resulting
value, in particular allowing us to inspect what operators were
used. In addition, ANGR allows arbitrary Python objects to
annotate the nodes of a bitvector expression tree, meaning that
we can easily track where data is loaded from and written to—
this is especially helpful when attempting to align data with



Algorithm 1: Execution of a single function.
Input: The function’s entry node and a worklist of

nodes to explore in sequence
Output: A populated cache : node → state

1 Function execOneBlock(state,node)
2 for instr ∈ node.block .instructions do
3 state ← state.step(instr)

4 return state

5 Function initState(node, cache)
6 if there is a CFG predecessor pred of node such

that pred 6= node and pred ∈ cache then
7 state0 ← cache[pred ]
8 state0[ip 7→ node.addr ]
9 return state0, cache

10 return ⊥, cache

11 state0 ← freshZeroState()
12 state0[ip 7→ entry .addr , ip 7→ HIGH_ADDR]
13 statef ← execOneBlock(state0, entry)
14 cache[entry 7→ statef ]

15 for node ∈ worklist do
16 state0, cache ← initState(node, cache)
17 if state0 6= ⊥ then
18 statef ← execOneBlock(state0,node)
19 cache[node 7→ statef ]

DWARF [15] debug information.
2) Exploring the Control-Flow Graph: We now discuss our

strategy for using ANGR’s execution on the control-flow graph
in order to generate data-flow graphs. The high-level idea is to
execute along different path of the control-flow graph and then,
by inspecting the written-to locations of each respective state,
we can extract variable-level data-flow graphs that provide the
derivation of a particular bitvector expression at a particular
location. Because our objective is to perform intra-procedural
data-flow analysis, we need a careful strategy when exploring
the control-flow graph in order to efficiently achieve good
coverage.

One key insight is that it suffices to evaluate the basic
block at each node only once. This is because within a basic
block the same sequence of instructions will always be run
regardless of how (i.e., path) the execution reaches it, and we
want to capture the flow of data through a basic block without
considering how execution reaches the basic block.

In addition, we may completely disregard path feasibility.
This is because we are interested in how data may be used on
both sides of a conditional branch. Even if a particular path is
not feasible, any usage of program variables is still valuable
information for type inference.

Our technique is shown in Algorithm 1. The idea is to
execute the basic blocks in a particular sequence where ini-

tialization before each call to execOneBlock is determined
by a state cache, which is a mapping of node → state . This
cache is important because it stores the final states of all the
basic blocks that we have explored, meaning that the written-
to locations of each of its states contains information rich
bitvector expressions, which we later use to derive variable-
level data-flow graphs.

Our particular sequence of node execution is determined
using notions of pre- and post-dominance [17] on the control-
flow graph. In particular, we define a partial order on the nodes
depending on which nodes must precede each other. As ANGR
ensures that all functions have a unique entry block, this node
ordering scheme within worklist ensures that we never cache
miss when calling initState. In addition, because who
explores a block is irrelevant, any final state of an explored
predecessor suffices for initialization.

The sequence of nodes visited by Algorithm 1 induces a
set of simple paths. The final state of each execution path
correspond to the states in the cache which were not used to
for initialization. As a consequence, this means that each final
state has traversed a basic block that no other final state has.

3) Data-Flow Graphs: We derive data-flow graphs from
the set of final states in the state cache.

By examining the written-to locations of each path’s final
state, we obtain a set of bitvector expressions that are used to
derive the variable-level data-flow graphs shown in Figure 5
(left). The nodes of these data-flow graphs are indexed by
ANGR’s immutable bitvector expressions, and correspond to
either immediate operands (e.g., constants, register offsets)
that are the argument to some operation, or the computed value
(e.g., to-be-written values) that result from said operation.
Operations include categories such as 32-bit addition and
memory-write, and together with incoming edge labels denote
how a particular node—which corresponds to a bitvector
expression—is derived.

The variable-level data-flow graphs describe only how a
particular bitvector expression at a particular location in a
particular path’s final state is derived. Individually, they do not
convey how a variable’s data, or even partially-derived values,
are used by other variables throughout the function. Indeed,
different variable-level data-flow graphs may share identical
sub-graphs, and inter-variable data-flow gives additional hints
about what a bitvector expression’s type might be. This mo-
tivates aggregating all the variable-level data-flow graphs into
a single function-level data-flow graph, as shown in Figure 5
(right). Since we use ANGR’s bitvector expressions to index
nodes, this is simply a graph union.

C. Type Inference with Graph Neural Networks

Given a graph G = (V,E) that contains a set of nodes V
and edges E, a graph neural network (GNN) f in our context
would embed the graph into a set of vectors (or embeddings),
i.e., f(G) : G 7→ R|V |×d. Here G represents the space of the
graphs, while d specifies the dimensionality of the embedding
per each node. As shown in Figure 7, the GNN encodes the
graph in an iterative fashion, where each iteration or layer of
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GNN propagates the information from nodes to their direct
neighbors. We next elaborate the specific design choices of f .

a) Node Embedding Initialization: The first layer of the
GNN starts with the initial embedding representation of each
node h(0)v ,∀v ∈ V . In our setting, we represent the node with
the following simple features (Figure 7):
• Bitvector size: one-hot encoding of the size of the

node bitvector value, from the set of possible sizes
{1, 8, 16, 32, 64, 128,others}. Note that it is possible to
have an irregular sized bitvector, usually due to SHIFT
operations. In such cases, we use the encoding for others.

• 5 register related features, including is register,
is arg register, and is ret register.

• 11 value features related to the concrete node value,
such as is bool, is float, close to stack pointer, is zero,
is negative, and is one.

We denote the above features as xv ∈ RD where D is the
dimension of the features. Then, the initial embedding is
h
(0)
v = W0xv + b0 where W0 ∈ Rd×D and b0 ∈ Rd are

learnable parameters.
b) Edge Type: In our setting, each edge e ∈ E is a triplet

e = (u, r, v) that represents a directional edge of type r from
node u to v. The type of the edge represents the data-flow,
control-flow, and other operational meanings in pre-defined
types R. Note that for a GNN to function properly, one would
need to create a backward edge for any forward edge in the
original data-flow graph. The backward edge type must be
different than the forward edge type. Therefore for any edge
type r, we have an edge type rev(r) ∈ R representing its
backward edge type. As the total number of possible types
|R| is known beforehand, we can design the message passing
operator based on the edge types, as described next.

c) Message Passing Layer: Each layer of the GNN f
performs a “message passing” operation that propagates the

information from the nodes to their direct neighbors. We
denote the embedding of node v at layer l as h(l)v , with the
boundary case of h(0)v defined above, and the update formula
defined recursively as follows:

h(l)v = σ
(

AGGREGATE({g(h(l−1)u , r, h(l−1)v )}e=(u,r,v)∈Nv
)
)

(1)
Here σ is an activation function such as ReLU or Sigmoid.
AGGREGATE is a pooling function that aggregates the set
of embeddings into a single vector. Nv denotes all incoming
edges to node v, while the function g(u, r, v) is the message
function that produces an embedding. We adopt the design
choice from RGCN [51], and realize Eq 1 as follows:

h(l)v = ReLU
(∑

r∈R
MEAN({W (l)

r h(l−1)u +W
(l)
0 h(l−1)v }e∈N r

v
)
)

(2)
where W (l)

r ∈ Rd×d are weights that depend on layer index
l and edge type r, and W

(l)
0 ∈ Rd×d. N r

v ⊆ Nv denotes the
incoming edges to node v with edge type r.

After L layers, we use the output of the last layer as the
vector representation for each node, hv = hLv , and this vector
is used for label prediction, as described next.

d) Type Prediction: After obtaining the embedding hv
for a particular node v, we use a multi-layer perceptron
(MLP) to classify hv into the node label, which is the type
corresponding to the node. Given a set of types T , our type
prediction layer produces a vector tv ∈ R|T | for the node v,
as shown as the right most vector in Figure 7. During training,
our predicted type vector tv is then compared with the ground
truth type vector t̂v ∈ R|T |, the one-hot encoding of the ground
truth type under the set of types T . In this work, we apply
cross entropy loss function

L(y, ŷ) = −
∑
i

ŷi log(yi) + (1− ŷi) log(1− yi)



to compute the loss l = L(tv, t̂v). The loss l is then back-
propagated to update the learnable parameters. During testing
and prediction phases, on the other hand, we apply argmax
on tv to obtain the type that is predicted to have the highest
probability. Note that we predict types for all nodes in the
graph. During both training and testing phases, since we are
aware of the mapping from source-level variables to graph
nodes, we only compare to ground truth the predicted types
of the nodes that correspond to source-level variables.

D. Adaptive Type Inference

While the above setting is already sufficient for predicting
types, we can extend the initial embedding representation xv of
each node to make the whole system adaptive to external type
knowledge. Along with the original features xv , additional
information about variable type is also added to the initial
node embedding. We call such type information as Type Hints.
Under a finite set of types T , for a given node v, we define
its type hint ev ∈ R|T | as either

1) t, if the node v is annotated with a type and t ∈ R|T | is
the one-hot embedding of the type, or

2) ~0, if the node v is not annotated with any type.
Then, we have our extended initial node embedding

x′v =

[
xv
ev

]
,

as indicated. Despite the new dimension of the node features
D′ = D + |T |, the rest of the system stays exactly the same.

Note that this setup subsumes the previous setup, since
it is possible that no type hint is provided and all the type
hints in the initial node embeddings are zero. This generalized
setup allows external knowledge to be incorporated, rendering
Bityr adaptive to feedback. When a type hint is provided for
a node, we simply encode the type as a vector, and set the
corresponding features to be the type vector. This architecture
is designed so that the type hint can be passed via messages
through edges to help infer the types of other nodes.

IV. IMPLEMENTATION AND SETUP

a) Implementation: We implemented Bityr in 7K lines
of Python code. The data-flow analysis module is based on
the ANGR framework [54]. The learning module is written
using PyTorch Geometric library of PyTorch. We have made
our implementation available for anonymous review at https:
//github.com/bityr-sp22/bityr-sp22.

b) Dataset: We use the set of 33 programs provided
by STATEFORMER [45] as our binary dataset. The dataset
contains well-known projects like coreutils, openssl,
and sqlite, cross-compiled into 4 architectures (x64, x86,
ARM, and MIPS) and 4 optimization levels (O0, O1, O2,
and O3). Our data generation pipeline takes in non-stripped
binaries in this binary dataset and performs data-flow analysis
on each function to obtain data-flow graphs. Using DWARF
information, we label graph nodes that correspond to source-
level variables with their actual source-level types. Due to

higher optimization levels abstracting away variable defini-
tions, our data generation pipeline might not detect all source-
level variables, resulting in discrepancies in the number of such
variables. We also omit functions for which no local variables
are detected. Table II provides detailed statistics, including the
average size of the graph, of the dataset for each architecture
and optimization level. As can be seen from the table, there
are on average 7. We apply an 8:1:1 training, validation, and
testing split on each dataset. In the following sections, we use
“OAll” to denote the combined dataset of O0-O3 under the
same architecture.

Arch Opt #Bin #Funcs #Vars #Nodes/Func

x64

O0 1046 38742 221914 116.9
O1 978 17597 79718 31.1
O2 957 18898 86986 35.5
O3 954 18160 84151 36.4

x86

O0 982 23051 114485 67.8
O1 939 13939 51648 34.9
O2 978 14553 55648 38.8
O3 979 14118 53862 38.9

ARM

O0 624 25492 155984 131.8
O1 629 6900 30037 35.4
O2 625 7057 33728 50.9
O3 624 6695 32449 56.6

MIPS

O0 613 22869 136808 100.4
O1 612 4258 19756 27.6
O2 614 4075 19371 33.8
O3 613 3863 18730 37.8

TABLE II: Statistics of our dataset.

Fig. 8: Breakdown of types in our dataset.

c) Typing Statistics: While a program may in principle
contain infinitely many types, we found that in practice a
handful of types are significantly over-represented. Figure 8
shows a breakdown of the type composition for stack variables
found in the DWARF debug information of our dataset. In
particular, types such as struct pointers, u64, char*, i32,
and u32 are relatively common. The statisics suggest that

https://github.com/bityr-sp22/bityr-sp22
https://github.com/bityr-sp22/bityr-sp22


base type ::= i8 | i16 | i32 | i64 | i128 |
u8 | u16 | u32 | u64 | u128 |
bool | char |
struct | union | enum | array

output type ::= base type | base type* | void*

Fig. 9: Description of output types.

it is practical for a machine learning approach to treat type
inference as classification rather than structured prediction.
Indeed, our choice of output types, as shown in Figure 9,
precisely covers 97.1% of all observed types in the dataset.
For the types that are not exactly matching any type in our
output domain, we simplify it to the closest type. For example,
struct** is casted into void*.

d) Learning: In all our experiments, we use the Adam
optimizer with initial learning rate 10−3 and batch size 32.
We train our model end-to-end with 50 epochs and pick
the model with the lowest validation loss. We use ReLU as
the activation function during message passing and the type
prediction. Finally, our GNN is configured to have the number
of message passing layers L = 8, with latent dimension
d = 64.

V. EVALUATION

Our evaluation aims to investigate the effectiveness of our
approach by answering the following questions:
RQ1 How accurate is Bityr’s type inference on real-world

binaries?

RQ2 How does Bityr compare to existing binary type infer-
ence approaches?

RQ3 How effective is providing type hints in improving the
type inference accuracy?

RQ4 How effective is the use of data-flow analysis?

A. RQ1: Accuracy of Bityr

We first investigate the performance of Bityr on different
architectures and optimization levels. For each architecture,
we first trained on all the available data (e.g. x64-OAll) before
testing on individual optimization levels (e.g. x64-O1). Our
results are shown in Table III and include the accuracy for
top-3 prediction, which checks if any of the top-3 predicted
types are correct. Bityr consistently achieves 77.2% on x64
and 77.1% on x86, but has lower numbers on ARM (66.1%)
and MIPS (60.9%). We believe that this gap is likely due to
the amount of training data: we are able to extract significantly
more variable-type pairs for training with x64 and x86 than
with ARM and MIPS. However, manual inspection of the
generated data-flow graphs for all architecture shows that they
are rather similar, meaning that more data should strictly boost
the performance on ARM and MIPS.

Architecture Opt. Level Acc. Top-3 Acc.

x64

O0 77.1 94.1
O1 76.1 90.1
O2 76.6 91.0
O3 79.2 92.3

OAll 77.2 92.8

x86

O0 73.5 91.4
O1 80.9 92.3
O2 78.9 91.7
O3 80.6 90.9

OAll 77.1 91.6

ARM

O0 68.6 90.5
O1 57.7 82.6
O2 60.0 84.5
O3 58.7 83.5

OAll 66.1 88.5

MIPS

O0 62.6 88.2
O1 42.4 76.5
O2 58.4 84.8
O3 59.2 84.2

OAll 60.9 87.0

TABLE III: Accuracy results for Bityr.

B. RQ2: Comparison Against Baselines

We compare against the performance of three baselines:
IDA, which uses heuristics for type inference; DEBIN, which
uses probabilistic decision trees; and STATEFORMER, which
uses a transformer neural network model. An exact comparison
is infeasible because implementation differences between these
tools result in outputs that cannot always be directly compared.
We therefore report results of a best-effort comparison, first
with IDA and then with DEBIN and STATEFORMER.

Arch #Vars Acc. Acc. No Sign
x64 24221 43.1 61.0
x86 18251 33.1 45.1

ARM 34983 45.9 60.9
MIPS 38776 49.1 63.8

TABLE IV: IDA’s performance in type inference. We use
all binaries in our dataset that are under 200KB and track
variable-type pairs that are detected by both us (via pyelftools)
and IDA. We report IDA’s accuracy for both exact predictions
and predictions where integer signs are ignored.

1) Comparison with IDA: Because the functions from
different binaries are mixed among the training, validation,
and testing data, we found it challenging to decouple them
such that IDA is tested on the same set as Bityr. Furthermore,
we want to avoid testing Bityr on functions it was trained
on. Instead of running a direct comparison between Bityr
and IDA, we instead run IDA on the available dataset and
observe its performance. For each architecture, we select
all binaries (from x64-OAll, x86-OAll, etc.) that are under
200KB (with debug information) and produce copies that are



Arch Opt Bityr STATEFORMER F1 DEBIN F1

X64

O0 77.1 81.4

73.8
O1 76.1 74.9
O2 76.6 70.1
O3 79.2 71.3

X86

O0 73.5 84.5

63.7
O1 80.9 71.6
O2 78.9 72.8
O3 80.6 81.6

ARM

O0 68.6 78.1

67.4
O1 57.7 77.1
O2 60.0 75.4
O3 58.7 90.4

MIPS

O0 62.6 95.2

—
O1 42.4 75.7
O2 58.4 73.4
O3 59.2 75.8

TABLE V: Comparison with F1 scores from DEBIN [33, Table
3] and STATEFORMER [45, Table 2]. STATEFORMER treats
every token in the assembly as a candidate for type prediction.
DEBIN’s dataset does not distinguish between optimization
levels and is not public.

stripped. Then, for each function in each binary, we examine
its DWARF information to extract each local stack variable and
its type. This is then compared to the local stack variables
and their types predicted by IDA over the stripped version
of each binary. In particular, we take the stack variables
that IDA successfully identified and predicted the type for,
and check what percentage of those predictions are correct.
Interestingly, IDA mispredicts between signed and unsigned
integers frequently, and so we also re-ran the experiments
where signed and unsigned integer types of the same bitsize
were treated as equal.

Our evaluation results for IDA are shown in Figure IV.
We found that IDA does not have strong prediction accuracy
for type inference over stripped binaries. By ignoring integer
signedness, however, accuracy improves but does not become
competitive with Bityr.

2) Comparison with DEBIN and STATEFORMER: We
found it challenging to perform a direct comparison with
DEBIN. DEBIN takes as input stripped binaries and outputs
binaries augmented with DWARF debug information. How-
ever, DEBIN performs both type inference and source-level
variable recovery, meaning that the amount of variable-type
pairs present was often small. We were unable to run DEBIN
to do only type inference. For STATEFORMER, we contacted
the authors and asked for help with running their tool. Un-
fortunately, they are still in the process of implementing an
end-to-end prediction pipeline that can output variable-type
mappings, so are unable to run a direct comparison at the
moment.

Given these difficulties, we instead directly take the numbers
reported by both DEBIN [33, Table 3] and STATEFORMER [45,

X64 X86 ARM MIPS
No Type Hint 77.2 77.1 66.1 60.92

With At Most 2 Type Hints 83.9 83.8 78.1 77.0
With At Most 4 Type Hints 91.2 92.4 89.5 88.2

TABLE VI: Effectiveness of type hints in improving accuracy.

Table 2], and show the comparisons in Table V. We would like
to emphasize that these numbers are the result of different
experimental setups and evaluation metrics, and so should
not be used for rigorous direct comparisons. Nevertheless,
we believe that they are still useful in illustrating the relative
performance of each tool.

Both DEBIN and STATEFORMER use precision (P ), recall
(R), and F1, where

P =
TP

TP + FP
, R =

TP

TP + FN
, F1 =

2 · P ·R
P +R

and TP, FP, and FN denote true-positive, false-positive, and
false-negative respectively. In contrast, our evaluation with
Bityr focuses solely on accuracy. As F1 is a mixture of
precision and recall, we chose to compare Bityr’s accuracy
against DEBIN and STATEFORMER’s F1 scores.

DEBIN is evaluated on a private dataset that includes x64,
x86, and ARM binaries, but not MIPS. Since their evaluation
does not distinguish between different optimization levels, we
group them together in our comparison. Moreover, DEBIN
predicts a strictly smaller set of types than Bityr: namely
pointers like struct* and char* are uniformly identified
as pointer.

STATEFORMER is evaluated on the same binaries as Bityr,
but employs a different method for identifying binary-level
variables. In particular, STATEFORMER considers every token
in a stream of assembly as candidate for type inference—it
is the model’s job to predict that certain instructions, such
as nop have the sentinel type of no-access. This level of
granularity means that there is significant redundancy in how
STATEFORMER counts variables [45, Table 1], and also means
that many of STATEFORMER’s type predictions are not useful
for an end-user without additional post-processing. In addition,
at STATEFORMER’s token-level granularity many types can
be known from local instructions, e.g., it should be clear
that one of the operands to ldr is a pointer. Furthermore,
because STATEFORMER relies on a neural architecture to
learn the semantics of program execution, it is not clear
that STATEFORMER can accurately track long-range data and
typing-dependencies.

C. RQ3: Adaptiveness of Type Hints

In this experiment, we preprocess the dataset to simulate
having external knowledge provide up to n type hints per
function. Given a function and a target variable that we
want to predict its type, we randomly sample in the same
function at most n other variables, which we call hinting
variables. We collect the nodes in the graph that are associated
with hinting variables. As described in Section III-D, we



X64 X86 ARM
Syntactic (Top-3) 72.3 (88.6) 71.6 (87.5) 34.6 (59.3)

Data-Flow (Top-3) 77.2 (92.8) 77.1 (91.6) 66.1 (88.5)
∆ (Top-3) +4.9 (+4.2) +5.5 (+4.1) +31.5 (+29.2)

TABLE VII: Effectiveness of data-flow analysis (Data-Flow)
over light-weight syntactic analysis (Syntactic).

incorporate ground truth variable types in the form of type
hints on the above nodes. All the other nodes have zero vector
as their type hint. When there are less than n remaining
variables, we pick all the other variables for type hint. For the
functions with only one variable (27.8% of the whole dataset),
the prediction is performed as if there is no type-hint. Note that
this setup augments data, since each function in the training
set now generates multiple training samples per variable—we
could sample different hinting variables for the same to-predict
variable.

We perform the experiment on n ∈ {2, 4} and the OAll
dataset for all 4 architectures. Since on average a function
contains 5 variables, we stop at n = 4 so that the model does
not possess excessive amount of information. As can be seen
from Table VI, with more types being hinted by the system,
the model can consistently predict better type information.
When up to 2 type hints provided (n = 2), the accuracy goes
up by 6.7% to 16.1%, with the most significant improvement
observed in MIPS. This suggests that in real life, the user’s
effort hinting 2 variables’ types can improve the prediction
significantly. Nevertheless, our experiment with n = 4 shows
that more type hints can further boost the prediction accuarcy.
We don’t expect the user to directly help hinting 4 variable
types. However, with our adaptive type inference setup, one
can imagine user using the system in the following way: A first
round of type inference is performed, giving every variable a
type for the user to inspect. During user’s interaction with the
system, they are able to inspect the top-3 predictions, confirm
predictions and correct mistakes, turning type predictions into
type hints. Now, the system will adapt to these external
knowledge, and utilize the type hints to help the prediction
of types for the remaining variables. Therefore, it is highly
possible that at certain stage the system possesses even more
than 4 variable types, further strengthening the type prediction.

D. RQ4: Effectiveness of Data-Flow Analysis

Our earlier versions of Bityr did not use sophisticated
analysis techniques. Rather than leveraging any of ANGR’s im-
plementation of VEX IR semantics, we instead construct light-
weight syntactic data-flow graphs by parsing over VEX IR
instruction sequences. While our underlying goal to track data-
flow was the same, this light-weight implementation means
that reads and writes across registers and memory are not
precisely tracked by the system. Consequently, we performed
poorly on RISC architectures like ARM that make heavy use
of loads and stores. Our comparison improvements are shown
in Table VII, with ARM seeing the most improvement. The
numbers for the earlier syntactic data-flow analysis are done

over the Linux Coreutils and we did not yet have a MIPS
dataset at the time.

VI. DISCUSSION

Our experiments demonstrate that using graph neural net-
works to learn and apply data-flow patterns for type inference
is competitive with other machine learning approaches as well
as industry-standard tools like IDA. We now discuss the main
limitations of Bityr and how to overcome or mitigate them.
• Choice of Program Variables. Bityr focuses on predicting

the types of local variables of functions. It is easy to extend
our implementation to handle global variables in a similar
manner. In particular, it necessitates combining data-flow
graphs from different functions that use the global variable.

• Choice of Type Information. Bityr assigns one of a finite
number of types to each program variable. In particular,
it does not support rich compound types; for instance,
although it can identify types like struct*, it cannot
infer the fields of a struct. Likewise, it cannot infer
polymorphic types in the style of some constraint-based
methods [43]. While our typing scheme already offers
significant coverage, one could extend Bityr to predict richer
types by using structured prediction instead of classification.

• Scope of Data-Flow Analysis. Our data-flow analysis only
examines intra-procedural data-flow. We expect that an
inter-procedural analysis will yield richer input data for
the learning model, and thus better performance. However,
inter-procedural analysis is potentially expensive, and an
excessive amount might offset the scalability benefit of using
a machine learning approach. Nevertheless, we believe this
to be a fruitful direction of investigation.

• Type Hints of External Functions. Many analysis tools
(including ANGR) know the types of standard C library
functions ahead of time. Our implementation does not take
advantage of these types to improve prediction accuracy,
but it would be straightforward to support since Bityr can
incorporate type hints.

• Indirect Jump Target Resolution. Our analysis relies on
ANGR to construct control-flow graphs. While ANGR can
accurately compute the targets of direct jumps, estimating
the targets of jumps that involve dynamic computation is
much harder. As a result, we may end up never exploring
certain parts of a function. Fortunately, the learning model
can cope with such missing information, or fall back to the
user for type hints.

VII. RELATED WORK

This work primarily focuses on type inference applied to
binaries, which are compiled object files such as ELF/PE files.
Specifically, we focus on data type inference, i.e., recovering
simple types for the identified variables.

Static analysis, specifically constraint solving, is one of
the commonly used approaches. These techniques work by
first introducing types based on specific rules and then prop-
agate this seed information to different entities (variables/reg-
isters or memory objects) based on the program’s data-



flow [41]. Some works focus on inferring a limited set of types
such as signed/unsigned integers [64], strings [13], struct
types [56]. On the other hand, works such as TIE [37] and
Retypd [43] attempt to infer a more comprehensive set of
types specified using a type-lattice. These techniques seed their
algorithms by assigning types based on certain base rules. For
instance, an operand for load or store instruction should
be of pointer type. They then use propagation techniques
either based on Value Set Analysis [7] or constraint solving
to propagate these seed types to all other entities. As shown
in Table I, however, these techniques suffer from scalability
issues and cannot be applied to real-world programs.

On the other hand, best-effort techniques [22, 29] that are
based on heuristics suffer from precision. Furthermore, most
of these techniques are specific to each architecture, such as
x64, x86, ARM, etc. Although TIE [37] and Retypd [43] try
to be architecture-agnostic by using an IR such as BIL [9], not
all architectures (e.g., MIPS) are supported by BIL. Finally,
none of these techniques are available as open-source [10],
which makes it hard to evaluate or extend them transparently.
There are other techniques specific to C++ [26], where the
main goal is to determine the classes and layout of objects.
These techniques are not directly applicable as they mainly
focus on recovering object-oriented features [65] such as class
hierarchy [27, 52] and virtual table layout [19].

Some techniques use dynamic analysis [16, 31, 35, 67],
wherein type propagation is usually done by taint tracking, and
finally combine results from different executions to determine
the type of a variable. However, the effectiveness of these
techniques depends on the feasibility of executing the program
and the availability of high coverage test cases, which is
not easy, especially for libraries, embedded programs, and
network-based programs.

Machine learning (ML) techniques have been explored in
the context of binary analysis, popular applications being
vulnerability detection [24, 24, 44, 59], function identifica-
tion [8, 49, 53, 58], and code clone detection [18, 23, 25,
46, 61–63]. Most of these works use traditional ML models
such as SVMs. However, recent works [53, 61] have started
using Neural networks, especially Recurrent Neural Networks
(RNNs). ML techniques are also used for semantic problems
such as type inference. CATI [11] uses word2vec to predict
types based on usage contexts. Similarly, EKLAVYA [14] uses
RNNs to predict function signatures, including types of the
arguments. DEBIN [33] uses probabilistic models to predict
debug information (types and names of variables) in stripped
binaries. They use a dependency graph to encode uses of
identified variables and then convert them into feature vectors
and then train a model based on Extremely Randomized
Trees [28]. STATEFORMER [45] sidesteps the problem of
feature selection by using transformers on micro execution
traces to learn the instruction semantics as pre-trained mod-
els. These pre-trained models are further used to perform
type prediction. Unfortunately, none of these techniques are
architecture-agnostic and require considerable effort to extend
to a new architecture. Finally, as shown in Table I, none of

these techniques are adaptive to feedback and hence cannot
be readily used in interactive settings.

In contrast, Bityr uses data-flow analysis to precisely capture
intra-procedural data-flow graphs and encodes them using
graph neural networks, which in turn perform type inference
via classification. In addition to being more accurate, our
approach also enables us to adapt based on feedback, thereby
enabling interactive use-cases such as reverse engineering.
Recent work [38] also shows that adapting to feedback can
improve the effectiveness of certain security tasks such as
vulnerability detection.

VIII. CONCLUSION

We presented Bityr, a pluggable framework for binary type
inference. Bityr uses data-flow analysis to precisely track the
data flow of program variables in an architecture-agnostic
manner. The data-flow information is encoded using graph
neural networks which then perform type inference as a
classification task. We evaluated Bityr on 33 software projects,
and demonstrated that it can predict fine-grained types for
source-level program variables with reasonably high accuracy.
Furthermore, Bityr can adapt effectively to feedback, is easy
to extend to different architectures, and scales well to support
interactive use-cases.
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